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Abstract

The performance of a system has very distinct, visible and measurable significance.
The quality attributes embodied in performance are primarily response time and
throughput and speak directly to the reliability of the system to deliver the promised
benefit to the sponsor. As industry demands of software investments increase in terms
of lower cost, higher quality and tighter schedules for delivery-new concepts, processes,
techniques and ultimately tools must be developed to meet this need. Thus, the
motivations for this paper - to propose a new concept and process that would help the
Software Architect design performance into the system from its very conception. We
blend existing Software Performance Engineering practices with Design Patterns in
UML to develop the concept of a Structural Property. This Structural Property is then
measured and tested at the pattern level to find correlations and standard relationships.
We postulate that by using these concepts and its related process of analysis,
performance behavior can be predicted not only within one pattern, but predicted across
multiple patterns, as the Software Architect rationalizes design decisions amongst both
patterns and their associated quality attributes.

1 Introduction

Software Performance Engineering concerns itself, in part, with evaluating performance
characteristics at the earliest points in the development lifecycle. Software Design
Patterns represent reusable object oriented solutions to common software design
problems. A logical intersection of these two that adds value to the overall design
process is to develop a standard set of relationships for the design patterns which has
predictive power relative to its performance characteristics. That is the intent of this
research. By analyzing design patterns to define and quantify distinct structural

properties exhibited across various design patterns, we develop a generalized approach
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to predicting performance characteristics. This concept and analysis process can aid
the Software Architect as he/she considers its use for a specific design problem.

Software design is much about rationalizing and weighing trade-offs in various
characteristics and quality attributes to meet sometimes conflicting needs of a system.
A quantifiable and more formal approach to weighing design tradeoffs between system
performance and other required system characteristics is required - to give the designer
a more comprehensive toolset to make these decisions. In this paper, we develop the

definition of structural property as a concept, and then wrap it with an analysis process

using UML and design patterns, providing an extension stereotype for annotation - the

structural property. Using this concept and process, we then develop a proposed set of

equations by which the relationships may be described - to ultimately solve multiple
equations for multiple variables. This also provides an executable model - visualized in
UML. The postulate would not be complete without some experimental results, thus, we
design some preliminary experiments that validate that these structural properties have
the expected effects. The results are then analyzed and examined for correlations.
With this empirical data, the relationships are initially validated to some degree. Future
experimentation and test results will provide deeper statistical analysis to further this

original line of research.

Software Performance Engineering [‘SPE”] is an evolving discipline in software
engineering. In general, According to Smith & Williams, “SPE is a comprehensive way
of managing performance that includes principles for creating responsive software,
performance patterns and anti-patterns for performance-oriented design, techniques for
eliciting performance objectives, techniques for gathering the data needed for
evaluation and guidelines for the types of evaluation to be performed at each stage of
the development process”[1]. As one of its tenets, SPE concerns itself with evaluating

performance characteristics at the very earliest points in the development lifecycle.
Software Design patterns are mechanisms for expressing recurrent design structures

[2]. They represent reusable building blocks that a designer can use to solve recurring

problems across application and business domains. With the growth in use of design
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patterns after the identification of the GoF patterns [3], understanding the general
performance characteristics of these patterns is a logical starting point to derive an
approach that gives the Software Designer a mechanism to predict performance
characteristics of the design.

This research work examines structural properties of design patterns for the purposes of
performance evaluation. The intent is to define structural properties for design patterns
such these properties can be measured and quantified. The work is based on the
hypothesis that once these structural properties are defined and measured, they can be
correlated to observed performance characteristics from testing such that the correlation
is significant and provides for predictive capability to the design across multiple design
patterns.

There are many quality attributes (a.k.a non-functional requirements) that could be
considered under the umbrella of software and system performance. Some of these are
reliability, availability, usability, security, maintainability and others. Within the context
of SPE and specifically in this research, we limit software performance to two primary
guality attributes: response time and throughput.  Further, for the purposes of our
approach, we use the measurement of CPU utilization and memory usage as a basis for
correlation in that they are often used as standard metrics in SPE for modeling and

evaluation [1].

According to performance evaluation practice, a parameter is a characteristic of the
system or software that can affect performance. A factor is a parameter that can be
varied in the performance study [4]. There countless many parameters that can affect
overall software and system performance. The implementation technology is a basic
example of one parameter that affects the performance of design patterns. It is
standard performance evaluation practice to list all parameters that can affect
performance and identify those that would have the greatest effect, while holding
constant those factors deemed to have a lesser effect [4]. For the purpose of a general

approach to design patterns, we hold the implemented technology constant. Future
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work will extend the general approach to be useful in identifying and predicting the

performance patterns of varying implementations.

Central to the set of techniques in SPE is software modeling. This is also a key tenet
within Object Oriented design technique, most specifically formalized in the Unified
Modeling language [5,6,7]. Further, modeling is one of the three key aspects of
performance evaluation in general [4]. Software design patterns represent a standard
set of solutions, represented in UML, to recurring problems in object-oriented software
design [2]. Thus, the performance oriented evaluation approach described here blends

each of these areas of research in the proposed approach.

This paper is laid out as follows: Section 2 describes related work in the performance
engineering area using UML and design patterns; Section 3 describes the challenges of
using existing definitions of structural properties for use in performance evaluation and
then proposes and rationalizes the definition that is used for the basis of the paper.
Section 4 considers the GoF design pattern chosen our analysis and quantifies the
structural properties; Section 5 describes the specific implementation of those patterns
and the factors that have been held constant for use in our experiments; Section 6
describes the Experimental Design and its limitations; Section 7 describes our test

results; Section 8 summarizes our findings and gives direction for further work.

2 Related Work

Much research has been done over the years in system performance, specifically
networks and hardware components. Only in the last 15 years or so has attention
turned to performance evaluation of software. Smith and Williams note that traditional
approaches to software development approaches to software development have
focused on getting the functionality correct with performance considerations left to late
in the development lifecycle [1]. Further, the business need of shorter development
cycles and faster time to market for software products has squeezed out the time for in-

depth performance evaluation. Gunther notes that “in this climate, performance
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analysis is reduced to mere post-mortem evaluation long after the crucial design
decisions have been made” [8]. However, given the higher complexity of distributed
systems with its attendant higher number of potential performance bottlenecks, several
high profile failures has prompted a shift in attitudes for major companies deploying
mission-critical applications. Thus, the Software Performance Engineering discipline

has evolved to provide more of a balance between schedule and performance quality.

The Unified Modeling Language provides a natural set of design semantics for use in
performance evaluation. Smith and Williams make use of UML as a basis of the SPE
performance modeling and evaluation approach [1]. The Object Management Group
has adopted a UML profile for Schedulability, Performance and Time Specification [10]
which defines UML performance extensions through the use of stereotypes, tagged
values and constraints. However, even with these extensions, the model must be
translated into a separate performance model which must then be solved with a
performance tool. An automated method for doing this is describe by Gu, et al. [10] and
additional work describing the use of UML for performance calculation in SPE is given
by Hoeben [11] This provides a basis for created faster performance modeling and
simulation, but does nothing to further prediction of the performance characteristics in
the underlying UML model and only provides one-off evaluation, apart from reusable
designs exhibited by design patterns.

The ability to predict the performance characteristics at the design stage has been put
forth. Gommaa et al. investigate component interconnections in client-server systems
and modeling their performance in a UML model [12]. Of greater importance is the work
of Mersequer et al. who use design patterns as the basis of performance prediction [13].
They propose a method called PROP (Performance Requirements for Object Oriented
Design using patterns) and again, have the need to translate enriched UML models
(with performance annotations) into a Petri Net model for evaluation. Again, while this
provides a basis for evaluation of individual patterns, it does nothing to provide the

ability to predict performance characteristics in a general form across patterns.
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Thus, in all of the research into performance engineering using UML and design
patterns, the methods described provide for limited performance prediction within
specific patterns, but do not provide a general approach that provides predictive power
across design patterns that could be used in evaluating trade-offs in performance
versus other desired characteristics. Further, the methods described are based on
estimates of performance for the specific patterns under analysis and provide no
empirical evidence that these estimates are accurate predictions of what could be
expected if the pattern was implemented. The approach described in our research

addresses these limitations.

One of the major contributions to addressing characteristics of design patterns come in
the work of Cechich and Moore where the researchers take an approach defining
design patterns using formal specifications [2]. The work is not directed at performance
characteristics of patterns, but instead as a means to demonstrate that a particular
design conforms to a specific pattern. Another work in this area is by Alencar et al. who
also take a more formal method of representing design patterns in a declarative manner
thru Prolog [14]. Their purpose is to capture architectural design in a more explicit way
and use these representations to reason about properties related to the combination of
patterns. These two methods for providing a more explicit, precise way of capturing
characteristics of design patterns underpin our general approach toward predicting the

performance characteristics across design patterns.

3 Structural Properties

3.1 Definition

Given that the performance characteristics we focus on are quantitative, the structural
properties that must be derived for use in evaluating performance characteristics across
patterns must be quantitative, versus qualitative. One of the first constraints to

developing a performance oriented definition of the structural properties is to specify

them more precisely such that we can attribute specific values to each structural
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property. Thus, we first start with the concept of structural properties and create a
definition that, for the context of our approach, provides the necessary semantics,
precision and understanding for our problem domain. Just as in structural engineering,
a structural property of steel such as tensile strength is readily measured thru testing
and used by the designer for specific design problems. Our definition of the structural
properties of design patterns must exhibit the same standards. Specifically, the quality
standards (attribute) which the definition of structural properties must meet are
guantifiability, uniqgueness, measurability and observability across multiple patterns for

our use correlation against experimental testing.

From our survey of both academic and industrial literature, the term “property” and
“structural property” - of design patterns and of software, while used extensively in the
literature, does not meet the quality standards set forth above, and thus does not meet
the requirements of this research. A representative example of the qualitative nature of
the definitions we have found in the literature is, “Structural properties describe the
structure of pattern elements and their relationships [16]”. This type of definition gives
little help toward a quantitative understanding of performance evaluation. In an effort to
more formally define design patterns, Cechich and Moore note that design patterns are
described informally in the literature using natural language together with some sort of
graphical notation and this makes it very difficult to give any meaningful certification [2].

Thus, we find little guidance toward a meaningful definition that meets our requirements.

As with any term to be used in a common professional or academic lexicon, to define
the term is a key to its understanding and practical usage. We must therefore start by
deriving a definition that is specific enough to meet our purpose in the context of

software performance engineering and evaluation.

Starting with the singular term “property” - according to Merriam Webster's dictionary,

we find:
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“A quality or trait belonging and especially peculiar to an individual or thing”; “An effect
that an object has on another object....”, and also “an attribute common to all members

of a class” [15].

Thus, these commonly accepted understandings of our common usage of this term can
be applied in the context of performance engineering and design patterns, moving us

forward to a more precise definition of the term. Beginning with:

“A property of a design pattern is a quality or trait belonging and especially particular to
that pattern; An effect that the property of design pattern has on performance; a

performance attribute common to all members of a class of design patterns.”

Continuing forward with the common usage of structure (structural by alternate form),
we find: “Organization of parts as dominated by the general character of the whole”;
“coherent form or organization”; and “the aggregate of elements of an entity in their
relationships to each other” [15].

Applying this to the structure of a design pattern we can extend it to “organization of
parts (participants, relationships, collaborations) as dominated by the general character
of the design pattern.” Intuitively, both of the other definitions fit a design pattern as a
“coherent form or organization” and “the aggregate of elements (participants, etc) of an

entity (pattern) in their relationship to each other”.

While furthering the rigor and depth of the definition of structural property, we still find
that these definitions are based on natural language and remain qualitative in nature.
The definition does little more to further the stated quality requirements of quantifiability,
uniqueness, measurability and observability. We must add these quality standards to fit
the definition within the context of performance evaluation. Our derived definition on

adding these quality standards becomes:
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“A structural property of a design pattern is a uniquely defined, quantitative, measurable
and readily observed attribute that is visible across all patterns and has a measurable

effect and correlation on the response time and throughput of that pattern.”

The next section takes this definition and builds upon it to provide additional precision

that will allow us to utilize it in our approach.

3.2 ldentification of Structural Properties in Desi gn Patterns

3.2.1 General Rationale Guiding Selection

To guide us in the identification and selection of potential structural property candidates,
we first establish the general rationale of selection that puts the structural property in a
specific context, or constraint, to guide the decision on the validity of the structural
property. This guide is based on fundamental resource usage questions — specifically,
what effect the identified structural property has on system resources. The base
resources in computing that we choose for our domain are: 1) CPU Usage and 2)
Memory Usage. A third fundamental system resource measure could that could be
considered is disk I/O usage. This resource measure, however, is tightly correlated to
data size or “payload”, both read and write. As such, we will delay the consideration of

this resource until the base approach has been developed.

Thus, each of the structural properties for the design pattern will be rationalized, or
motivated by the intuited affect the property may have on the consumption, or utilization
of each of these two primary computing resources. The question is asked, when
considering the structural property candidate - Does the structural property act or have
affect, i.e. consume, one or both of these resources when the pattern becomes

instantiated in a run-time computing environment?

3.2.2 Consideration of Constant Factors
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Now, after defining the selection rationale, there remains an additional set of
considerations toward completing this analysis. As stated earlier, a Parameter is a
characteristic or attribute of the system or software that can affect performance. An
example of a Parameter could be the implementation technology. A Factor is a
parameter that can be varied in the performance study [4]. Furthering the example of
the Parameter as implementation technology, the Factors would take values {C++,
Java, Ada.....}.

There exists a large set of Parameters (p,) that can affect software and system
performance. Each parameter, when taking on a finite (we shall only consider the finite
set of values that a parameter can take) set of values becomes a set of factors {f,,
fa+1.....fy} as in the example just given. We deem the set of factors of interest that will be
varied in the performance study to be Factors of Process for our purposes. Logically,

this is given as:

3221 pn {fn, fn+1 ..... fy}

or, restated, the Set of Parameters, once determined to be of interest in the
performance study, and having variable values, becomes a set of Factors of Process

with a finite set of values.

This discussion leads us to two ends. The first surrounds the need, in a performance
study, to hold certain Parameters Factors of Process constant while varying the
Factor of Process of interest. Essentially, to examine the affect that one factor of
process has on performance, we must hold all other factors constant. The relevance to
our experiments and the list of factor held constant during our study will be further

explained in Section 6, Experimental Design.

The second end of this discussion discovers that indeed, what we have defined as a

Structural Property is also a Parameter, because it is theorized that a Structural
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Property has an effect on performance. Finally, given that we shall show that a

structural property can take on a set of values, it is also a Factor of Process.

3.2.3 Identification of Structural Properties in Design Patterns
To take the above natural language definition to fit our problem domain, we must apply
it to a design pattern, adding the necessary formalism to more strictly identify each

property and where it applies in the pattern.

We first decompose the pattern into the elements that were defined by the GoF. The
three major components of a design pattern that we postulate would affect performance,
and thus, are considered the three main classes of structural properties are: 1)
Participants, 2) Relationships, and 3) Collaborations. Note that these are postulated at
this point and these classes may not prove out to be valid upon execution of our test
experiments. For the time being, we will begin by providing the definition and rationale

behind this choice.
3.2.4 Participants
We identify the Participant as a structural property with the following factors:
Participant = [Abstraction(#Total), Class.Concrete(  #Total), Roles(#Total)]

The structural property Participant is a function of:

1) the total number of Abstract Classes == P.A

Note that we have grouped both Abstract Classes and Interfaces into one group
called Abstraction,

2) The total number of Concrete Classes == P.CC, and

3) the Total Number of Roles == P.R.
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Note that roles can differ per pattern and examples of a role type for the Bridge Pattern

are abstraction, implementor, refined_abstraction and concrete_implementor.

3.2.4.1 Rationale

We must rationalize the Participant as a structural property by putting it the context of
performance. Does this element have an effect on performance in terms of its

consumption of the system resources that we have noted: CPU and Memory.

Participant.Abstraction: An abstraction can consume both memory and CPU in the
extra traversing of the tree hierarchy, in extra looping, and reflection with each

incremental abstraction added to the pattern.

Participant.ConcreteClass: Each additional concrete class that is created must
consume additional memory to store state and maintain references. Each additional
ConcreteClass would also consume CPU time executing the behavior of the
ConcreteClass.

Participant.Role: Roles are indicative of the number of base Abstract and Concrete
classes. Therefore, while not consuming memory or CPU directly, it would indirectly be
a consumer through the classes it represents.

3.2.5 Relationships

We identify the Relationship as a structural property with the following factors:

Relationships [Inheritance(#Total), Aggregations(#T  otal), Associations(#Total),

Instantiations(#Total)]

The structural property Relationship is a function of: 1) the total number of Inheritance

relationships present == R.Inh, 2) the total number of Aggregations present == R.Ag,
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and 3) the total number of Associations present == R.As, 4) the total number of

Instantiations present = R.Inst.

3.2.5.1 Rationale

Generally, as the number of participants increases in a scenario, the number of method
calls increase. As the number of calls increases, the chattiness between the client and
the provider objects increases. This may result in performance degradation for the
pattern, because the high volume of calls increases the amount of interaction across the
CPU and in Memory. Something as simple as iterating over a large two-dimensional
array (arrays are part of a abstract collection) can have radically different performance if
you do it horizontally rather than vertically, depending on the size of each array. One

direction may result in memory page faults and the other may not.

Relationship.Inheritance: As Inheritance Relationships are added, the inheritance tree
would grow and more CPU cycles would be used to traverse the tree.

Relationship.Aggregation: Aggregations mean that one object holds a collection of
another object as it's state; this not only consumes memory, but as the holding object

needs to interact with the aggregate, there will be an iteration which consumes CPU.

Relationship.Associations: Associations are pointers to memory references and as

such, would have an impact on the memory usage.

Relationship.Instantiations. As each class is instantiated, both memory and CPU will be

consumed.

3.2.6 Collaborations

Initially, we had considered Collaborations as a class of structural property. We have,

however, dropped this Structural Property from our consideration. We cannot quantify
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the effect that Parameters, Sender-Receiver Pairs, and Return Types would have on

Memory or CPU utilization. This was confirmed with some rudimentary experiments.
3.3 Structural Property Use in Performance Predicti  on
Our intent is to conduct experiments to determine the effect of each of the Structural
Property factors has on each of four performance metrics. These are: 1) Response
Time, 2) Throughput, 3) Memory Usage, and 4) CPU Utilization. Given that there are
many factors that will influence the absolute values of each of these metrics, we will use
performance indices as a relative indicator of performance in lieu of absolute values.
Thus, we have four primary performance indices:

Plr == Response Time Performance Index

Ply == Throughput Performance Index

Ply == Memory Utilization Performance Index

Plcpy == CPU Utilization Performance Index
Through experiments, it is our intent to show whether (or not), the above postulated
Structural Properties do indeed, have a measurable impact on performance. The
ultimate intent of the ongoing research is to end up with a formula which would allow the
calculation of the Performance Index for each of the performance metrics given above.
This formula, shown as a linear relationship would take the general form:

Ply == aXi + bX>+ cX33+ dXs+ nX,

Where: X1...Xn == Structural property factor
and
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a.....n == constant based on the relative weight that the
structural factor contributes to the specific performance
index.

4 Example Design Pattern for Analysis

The Observer pattern will be used in our experiments and as an example to
demonstrate the various structural property values. It is shown in Figure 1 below along
with the specific values for each of the structural properties and how these have been

calculated.
Subject Observer
attach(Observer) update()
detach{Observer) Ll
notify()
ConcreteSubject ConcreteObserver
getState() : update()
setState() subject
subjectState observerState
Participants

Participant.Abstraction (P.A.) = 2 (Subject + Observer)
Participant.ConcreteClass (P.CC) = 2 (ConcreteSubject + ConcreteObserver)
Participant. Roles (P.R) = 5 (Client + Subject + Observer + ConcreteSubject + ConcreteObserver)

Relationships

Relationship.Inheritance {(R.Inh) = 2 {ConcreteSubject < Subject + ConcreteObserver= Observer)

Relationship Aggregations (R.Ag) =10

Relationship Association (R.As) = 2 (ConcreteSubject - ConcreteObservers + ConcreteObservers = ConcreteSubject
Relationship. Instantiations (R.Inst) = 2 (Client = ConcrateSubject + Client—=ConcreteObsarver)

Figure 1
5 Design Pattern Implementation
We have used the Observer Pattern as the basis of our first analysis. The two reasons

behind this are that the Observer Pattern is well known in academia and well used in

industry. It must be noted here that not all of the postulated Structural Properties are
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necessarily present in every design pattern. This was observed in our review of the
breadth of entire GoF design patterns. We considered four design patterns, each
coming from a different class of pattern as noted by the GoF. Under this review, a
limited subset of structural properties was found not to be present across all the
patterns. This does not impede our examination because the primary structural
properties we describe here are present, not only in the Observer Pattern chosen, but
observed across the entire set of GoF patterns. The remaining patterns considered
during our deliberations for our base analysis were the Bridge, Singleton and Strategy

patterns.

One of the Factors of Process noted previously was technology and its implementation.
There exists in the realm of technology choices, a difference in the treatment of certain
code level activity. For instance, Java and C++ have different approaches to the

management of memory space.

Added to this is the real potential Factor of Process represented in two different
engineers' implementation of the same functionality - resulting in different performance

characteristics for the exact same functionality.

As stated earlier, with the pattern shown in Figure 1 above, we must hold some pattern
factors constant while varying the factor that relates to our structural property of interest.
The implementation technology of choice was Java.

5.1 Class Diagram for Implemented Observer Pattern

Figure 2 below shows the implementation of the Observer Pattern. We have

implemented this as simply as possible to minimize implementation influence on the

structural properties.

David A. Schmelzer / Brian Barnett @ e2.081506.DePaul CTI @ OpenSource 16 of 24



=

L

[

«lava Interface»

3 Subject “LisE

attach i )
detach ()
notifyOhservers ()

«lava Class»
{3 ConcreteSubject
o subjectItemlist ; List
o ohservers : List
@ add ()
& getSubjectiterns () HLIsE
@ remove ()
@ attach ()
@ detach ()
& notifyOhsereers (]
@ getObserverCount ()

Figure 2

«Java Interfaces
& Observer

® update ()

wlava Classs
(3 ConcreteDhserver
o concreteSubiect | ConcretesSubject
o jtemnsList : List
@ ConcreteChserver [ )
@ update ()
@ toString ()

5.2 Sequence Diagram for Baseline Execution of Observer Pattern

Figure 3 shows the sequence of events as the Observer is being executed in a run-time

environment.
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Figure 3

David A. Schmelzer / Brian Barnett @ e2.081506.DePaul CTI @ OpenSource 18 of 24



6 Experimental Design

We conducted four classes of experiments in our initial testing. These are 1) Baseline -
the implemented Observer Pattern as defined by the GoF in its purist form; 2) Varying
Participants - the Participant named ConcreteObserver was increased incrementally by
a factor of 50,000 with an upper boundary of 1 million ConcreteObservers; 3) Adding
Aggregation Relationship - this was accomplished by adding another lightweight class
to the base Observer Pattern. The ConcreteObserver was then changed to engage in
an aggregate relationship with this lightweight class. With these modifications in place,
experiment 2 was re-executed; and 4) Instantiation Relationship - this was
accomplished by removing the modifications from experiment 3. A lightweight class
with a public constructor was added to the Observer Pattern. The ConcreteObserver
was then changed to instantiate this class. With these modifications in place,

experiment 2 was re-executed.

Limitations of the test were having tools that measured the response time, memory and
CPU of the run-time environment to a level of granularity that fit the measurements. For
instance, we used JUnit and JUnitPerf as tools for response timings, but the
measurements was only down to the milliseconds, where some of the test case
variation was down to hundredth of a millisecond. We compensated for this by

choosing incremental values of 50K to make the test execute longer.

Another limitation was a fully understood and controlled test environment. Unknown
processes were running concurrently on the test machine while tests were executing

and this may have caused variation in the results.
Finally, when attempting to capture metrics for CPU and Memory utilization, the tool
used, PerfMon, only sampled these statistics every second. Thus, the measurement

may not have indicated the value at the precise time that the test was executed.

The Setup and User Guide for Test Execution provides addition details on the tests

conducted. This is shown in Appendix I.
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7 Test Results & Analysis

7.1 Test Class 1

The results of 17 iterations of Test Class 1 - Baseline, indicated an average response
time for the base Observer pattern implementation of .025 seconds. This test was
executed for comparison purposes only to experiments 2, 3 and 4. The range of
response times were from a low of .016 seconds to a high of .032 seconds. This
variation can be accounted for by the limitations of the test environment, described
above - i.e. other processes running. The 90th percentile of this group of test runs was
.032 seconds and the standard deviation was .008 seconds - not a high amount of

variability across the 17 test runs.

7.2 Test Class 2

The experiment using the Participant structural property was also executed 17 times. A
summary of the results is given in Table 1. We observe a linear relationship between

response time and the number of Participants.

# Response
Participants Time (s)

50,000 0.072
100,000 0.125
150,000 0.195
200,000 0.285
250,000 0.322
300,000 0.405
350,000 0.406
400,000 0.448
450,000 0.594
500,000 0.610
550,000 0.639
600,000 0.656
650,000 0.694
700,000 0.892
750,000 0.913
800,000 0.958
850,000 0.965
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900,000 1.010

950,000 1.096
1,000,000 1.125
Table 1

We can see from this data that our intuited effect of the structural property, P.CC, is

present in the test results.

7.3 Test Class 3

The experiment using Aggregation by adding it to the ConcreteObserver was executed
17 times. The results are shown below in Table 2. We see from the results that the
linear pattern of response time growth is apparent here also. However, of particular
interest is that the response times start at a higher level initially and grow to a higher
overall value. This is attributed to the Aggregation added to the ConcreteObserver
class. While the test was executing and PerfMon was being monitored, a spike in the
memory consumption did occur. This is different than Test Class 2 and can be directly

attributed to the Aggregate.

# | Response
Participants Time (S)
50,000 0.319
100,000 0.397
150,000 0.485
200,000 0.599
250,000 0.772
300,000 0.916
350,000 1.104
400,000 1.180
450,000 1.412
500,000 1.468
550,000 1.614
600,000 1.760
650,000 1.903
700,000 2.036
750,000 2.203
800,000 2.336
850,000 2.513
900,000 2.586
950,000 2.761
1,000,000 2.906
Table 2
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7.4 Test Class 4

Again, this test was executed 17 times. This varied the instantiation relationship using
the ConcreteObserver and a lightweight class for the instantiation. The results of the

test are shown in Table 3.

# Response
Participants Time (s)
50,000 0.073
100,000 0.151
150,000 0.205
200,000 0.296
250,000 0.346
300,000 0.417
350,000 0.443
400,000 0.475
450,000 0.602
500,000 0.663
550,000 0.670
600,000 0.722
650,000 0.768
700,000 0.928
750,000 0.972
800,000 0.957
850,000 1.021
900,000 1.069
950,000 1.131
1,000,000 1.168
Table 3

These results show nearly identical response times and linear pattern as Test Class 2.
Given these results, we can conclude that a single instantiation relationship between
two classes does not have an appreciable affect on performance. This indicates that
more testing should be performed on the Relationship.Instantiation Structural Property

to increase the number of Instantiation relationships in this pattern.
8 Conclusions & Future Work
We have developed and proposed a definition of Structural Properties in the context of

performance evaluation for Design Patterns. We then modeled a subject pattern

identifying the structural properties and their values in the Observer Pattern in both the
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static UML Class Diagram and also dynamically in the UML Sequence Diagram. Then,
we conducted experiments that varied the identified Structural Properties while holding

other factors constant.

The results of our experiments show that there is some correlation to the Structural
Property Participant.ConcreteClass - that appears to be linear. The results of adding a
Relationship.Aggregation to this same  experiment showed that the
Relationship.Aggregation exhibited a similar correlation except that the overall level of
response times was higher across all variations in Participant.ConcreteClass. Also
observed was a higher memory consumption rate. Our final experiment using
Relationship.Instantiation indicated that the linear relationship observed in previous
experiments held true. This brings us to the conclusion that a single Instantiation
Relationship does not have an appreciable effect on response time performance but

would warrant further experimentation.

Our overall conclusion is that the test results look promising in developing finer grained
correlations between Structural Properties and Response Time Performance. Our tests
were again limited by the granularity of measurements and the variability in the test
environment. Thus, our future work will go toward correcting these problems and also
to implement different Design Patterns, identifying and measuring the Structural
Properties of each, and then conducting more experiments toward developing the

generalized approach that is the ultimate aim of this line of research.
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